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EXECUTIVE SUMMARY

This paper was presented in August 1994 at the Annual Meetings of the American

Statistical Association in Toronto.

Computer-assisted interviewing (CAI) is the wave of the future.  This relatively

new technology is being used at Statistics Canada for the Survey of Labour and

Income Dynamics (SLID).

SLID is a longitudinal survey that started in January 1994.  SLID consists of two

interviews a year: a first one in January to collect labour information, and a second

one in May for income.  A major goal of this survey is to measure the impact that

changes in family composition have on labour market behaviour and income.

The questions for the labour component of the survey are fairly linear.  Hence

programming the application was not a problem.  For income, however, it was not

clear how the information should be collected nor how the application should be

programmed.  Furthermore, the possibility of using interactive edits with CAI,

which is not possible with paper and pencil (P&P) interviews, was of great interest

to us.

This paper will start by giving a description of SLID.  Next, it will describe how

the income application was programmed.  It will then give some of the differences

CAI brought to the income component of the survey.  The evaluation procedures

that were used will be reviewed briefly.  These include linking the test sample to

tax data, the reasons for doing this link, the method used, the resulting match rate

and the major differences between matches and non-matches.  This will be

followed by the results of micro-comparisons between SLID test data (collected



using CAI) and tax data for the same year, as well as parallel micro-comparisons

between a P&P survey and tax data.  We will end with some recommendations.
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1. DESCRIPTION OF SLID

SLID is designed in such a way that people in the longitudinal sample are

interviewed for a period of six years.  If they move at any time during those six

years, procedures have been implemented to trace them and interview them in their

new home (as long as it is within Canada or the United States).

As mentioned earlier, respondents are interviewed twice each year.  The first

interview, in January of each year, collects detailed information about their labour

market activities in the previous calendar year (reference year).  The second

interview, in May of each year, collects information on their various sources of

income for the reference year.  The May interview can be seen as a deferred

interview from January since it concerns the same reference period.  The income

interview is carried out in May because, in Canada, income tax returns are required

every year around the end of April.  It was felt that better data quality would be

obtained if the interview was done in May.  In fact, SLID mails out a paper copy

of the questionnaire prior to the interview and encourages respondents to refer to

their tax documents and fill out the questionnaire in advance in order to reduce

interview time.

In 1993, a test was done to simulate the entire collection process for SLID using

CAI.  A sample of about 1500 households was selected in two provinces:

Newfoundland and Ontario.  SLID is designed in such a way that its sample is

selected one year in advance of the first wave (at the beginning of the first

reference year) from another survey, the Labour Force Survey (LFS).  A

preliminary interview is done for SLID as a supplement to LFS.  The information

gathered there is fed back to the respondent one year later to reduce recall errors

during the labour interview.
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For the test, all respondents were also part of another LFS supplement: the Survey

of Consumer Finances (SCF).  SCF is a P&P income survey with content very

similar to SLID’s.      

One objective of the SLID test was to determine the best way to collect income

data when using CAI.  

2. DIFFERENCES BETWEEN CAI AND P&P INCOME INTERVIEW

When using CAI, it is possible to tailor the questionnaire to various respondent

groups.  For the test, SLID developed three different income questionnaires (also

referred to as paths or approaches).  Prior to the test, each respondent was sent a

notebook containing all the questions, some useful information on what to include

and references to tax documents when possible.  At the time of the interview, the

interviewer asked the respondent if the notebook had been completed.  If so, the

interview was a lot shorter.  The respondent just had to indicate the lines in the

notebook where amounts were recorded.  The interviewer could scroll down the

screen and enter the amounts on the corresponding lines.  Next to each line was a

short description of the item.

Respondents who had not completed the notebook were asked if their tax form

was handy and if so, which one.  In Canada, there are four different version of the

tax form: a general one which can be used by anyone, a short form, a form for

people 65 years and over, and a special form.  The latter three are simplified

version of the tax form and are made for certain groups of people.  In a perfect

world, an item which is present in all four version of the tax form would have the

same line number on each form.  However, this was not the case; therefore four
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versions of the questionnaire were programmed with four sets of tax line number

references.  In this approach, similar income types were grouped together and a

more global question was asked first to determine if any of the income sources in

the block applied.  For example, one of the blocks concerned self-employment

income.  If the respondent said he had received income from self-employment

during the reference year, he was asked more specifically what type it was

(business, professional, commission, farm, fishing or other).  If the respondent had

not received income from self-employment, he would have skipped all questions

related to self-employment.  Depending on the tax form used by the respondent,

some blocks were automatically skipped.  

Respondents who did not have their tax forms handy were sent through the block

approach.  This approach is similar to the tax approach, except that all blocks of

questions are asked and there were no tax line references.  Hence, depending on

the number of positive responses to global questions, the interview could be longer

than with the notebook or tax approaches. 

Another major difference between CAI and P&P interviews is that the use of

computers in interviewing allows interactive edits that would not otherwise be

possible.  For example, each time an amount is entered into the computer, a simple

range edit can be done immediately while the respondent is still present, permitting

instant verification of the amount, rather than having the same edit at the capture

step, with no means of verifying the validity of the amount.  As well, an edit for

total income can be programmed to check that the sum of all items reported

matches the reported total.

Another difference between CAI and P&P is the possibility (especially for

longitudinal surveys) to carry over information from a previous interview.  For

example, based on the January labour interview, SLID derives four flags
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corresponding to four income items: wages and salaries, Unemployment Insurance,

Social Assistance and Worker’s Compensation.  Hence, the wages and salaries flag

is set if the respondent was reported being a paid worker in January.  At the time

of the income interview, an edit pops up on the screen if the respondent does not

report an amount for wages and salaries.  The interviewer then prompts the

respondent for an amount.

In a longitudinal survey, the previous year’s information can be used to improve

the edits.  For example, the total income edit can be improved based on the

previous year’s total income.

3. EVALUATION OF QUALITY:  LINKAGE TO TAX DATA

Each year, Canadians fill in their income tax return form around the end of April. 

The income component of SLID is collected at the beginning of May, a time when

respondents are more likely to remember everything about their income for the

previous calendar year.  Also, experience from a previous survey shows that, for

self-employed people, it is much harder to respond to income questions at other

times during the year, yielding more non-response than when the interview is close

to the tax deadline.

Even though there are content differences between household income

questionnaires and the tax form, a lot of current data quality evaluation done for

income surveys compare survey data to tax data.  For our data quality evaluation,

we felt that linking to tax data would be appropriate as it would allow a direct

evaluation of the data collected, at least for those income sources comparable to

the tax form.
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A direct link to tax data is not possible without the Social Insurance Number (SIN)

of each respondent.  In the absence of that number, we used other information

such as the first and last name of the respondent, date of birth, marital status and

postal code.  These variables were used in a statistical match to link survey data

with tax data.  For reasons of efficiency, we first attempted an exact match using

last name, first letter of first name, sex, date of birth, marital status and postal

code.  This process allowed us to match half of our sample.  For the other half, we

used the CANLINK system and performed a statistical match.

In a few words, a statistical match will link records that have the "highest

probability" of belonging to the same individual, based on the comparison of

certain key variables.

To avoid getting non-matches due to spelling errors in the last name, we used the

New York State Intelligence and Identification System (NYSIIS).  This system

encodes the name from its phonetic.  Hence, two names that sound approximately

the same will have the same NYSIIS code.

In this process, the matching variables used were the NYSIIS code for last name,

sex, first and last name, date of birth, marital status and postal code.

Following the statistical match, we retrieved from the tax file, for each matched

person, their spouse’s name and SIN (if there was one).  We were then able to

match a few more persons, ending up with a match rate of 84%.

As for non-matches, by looking at their income data from SCF in 1991, we found

that fifty percent of them reported an income of zero.  Since the match was done

using the 1991 tax file (the 1992 file was not available at the time), it is likely that

these people are probably not on the tax file to begin with.
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We examined the characteristics of the non-matches.  Most were between 15 and

19 years of age and single (41% of non-matches) or aged 35 to 54 and married

(12%).  The following table shows distributions of matches versus non-matches by

age group, sex and marital status.

Table 1. Characteristics of matches versus non-matches:

survey data to tax file

AGE GROUP Matches Non-matches

15-19    4.5% 41.3%

20-24    9.3%  6.3%

25-34   24.4% 17.9%

35-54   37.3% 16.9%

55-64   11.4%  5.9%

65+   13.2% 11.6%

SEX

Male   48.9% 51.9%

Female   51.1% 48.1%

MARITAL STATUS 

Married/Common law   69.5% 33.6%

Single   20.0% 57.6%

Widowed    5.3%  4.9%

Separated/Divorced    5.3%  3.9%
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In all, 62% of the non-matches were in households where at least one member was

matched, the rest were in completely unmatched households.  Again, non-matches

in partially matched households were either 15 to 19 years old or married. 

Therefore, the hypothesis that these people were not in the tax file but rather were

declared as dependents on their spouse or parents’s tax form is very plausible for at

least a good portion of them.   

4. MICRO-COMPARISONS        

The quality evaluation that we did allowed us to compare, for a sample of people

and at a micro-level, survey data collected using P&P with tax data for 1991

versus survey data collected using CAI with tax data for 1992.  We concentrate

here on micro-comparisons to illustrate how CAI responses differ from P&P.        

The micro-comparisons presented here are limited to three variables: wages and

salaries (W&S), UI benefits (UI), and interest and dividends (I&D).  The choice of

these variables was motivated by the fact that there was an interactive edit on CAI

for W&S and UI that is impossible in a P&P environment.  As mentioned earlier,

based on our labour interview in January, a flag was set if a person was a paid

worker, and another if a person was unemployed during the reference year.  An

edit would thus pop up on the screen if the respondent failed to declare W&S or

UI when we expected him/her to.  The interviewer would then probe for an

amount.  We hoped that this edit would solve some of the under-reporting

problems, especially for UI which is believed to be under-reported in SCF.  As for

choosing I&D for this study, even though there was no such edit, this income

category also has under-reporting problems.
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Before reviewing the results of the micro-comparisons, we need to emphasize the

limitations of this study.  First, respondents to SLID were part of the SCF sample

in the previous year.  For that reason, we would not be able to test for

conditioning effect.  Secondly, even though the income questionnaires for SLID

and SCF were roughly similar, SLID had more detailed questions for certain

income sources; the interview also included questions on wealth.  This could have

put a greater burden on the respondent.  Furthermore, the material that was sent to

the respondent prior to the interview was different for both surveys.  SLID made

more references to the tax form than the SCF and had a "friendlier" approach. 

Finally, the response rate for the CAI survey was of about 67% when that of the

P&P survey was of about 83%.  Based on our experience, there is a new non-

response factor that is introduced in CAI surveys: transmission failures (we realize

that this may happen in decentralized CAI surveys only).  Since cases are

transmitted between computers, some cases may be lost or receipt may be delayed,

so they end up as non-response cases.   

Despite the above limitations, it was felt that the evaluation could still give an idea

of the quality of CAI data.

Interesting results were observed in the micro-comparisons.  Table 2 shows the

percentage of people who reported, for each variable under study, either no

income in both the survey and the tax file, the same amount in both,  or a different

amount.  
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Table 2.  Micro-comparisons between survey and tax data

for P&P versus CAI

W&S P&P CAI

survey & tax = 0    24.7% 29.6%

survey = tax 32.7% 32.9%

survey diff. from tax 42.5% 37.5%

UI

survey & tax = 0 69.1% 70.5%  

survey = tax 13.7% 11.9%

survey diff. from tax 17.2% 17.6%

I&D                                  

survey & tax = 0 50.7% 58.8%  

survey = tax 16.2% 17.9%

survey diff. from tax 33.0% 23.2%

The percentage of people declaring no wages both in the survey and tax was a

little higher for the CAI sample.  This is due more to the two different survey years

than to the collection method.  In fact, the same pattern can be observed when

looking at cross-tabulations of tax data from 1991 and 1992: there is an increase of

5% in the percentage of people who reported no wages in salary in 1992 compared

to 1991.  This is probably economy-related, 1992 being a year with a higher

unemployment rate than 1991.  The same can be observed for I&D, but with
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greater differences between the two years.  On the other hand, results for UI are

very similar for both years, and were about similar for both years from the tax data. 

  

In general, the survey results seem to be closer to tax file data for W&S and I&D

with CAI than with P&P.  This can be seen by the lower percentage of people in

the category "survey diff. from tax" for CAI than for P&P.  The results are about

the same for UI for both collection methods    Next, Table 3 looks at non-zero

amounts in either the survey or tax data.

Table 3.  Non-zero amount in either the survey or tax

W&S P&P CAI

agreement within 5% 61.9% 67.6%

diff. by more than 5% 21.8% 24.0%

amount in tax only 10.4%  3.4%

amount = Dk in survey  3.8%  3.7%

amount in survey only  2.1%  1.4%

UI

agreement within 5% 51.3% 50.3%

diff. by more than 5% 21.8% 29.5%

amount in tax only 16.0% 10.7%

amount = Dk in survey  8.3%  8.1%

amount in survey only  2.6%  1.3%
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I&D

agreement within 5% 36.4% 47.4%

diff. by more than 5% 18.1% 20.2%

amount in tax only 41.4% 21.2%

amount = Dk in survey  1.8%  5.8%

amount in survey only    2.4%  5.5%

There seems to be more agreement between survey and tax data for CAI than for

P&P, except for UI where the differences are not significant.

Also, there seems to be less under-reporting with CAI than with P&P for all three

sources.  It is possible that the flags for W&S and UI have helped the respondent

to remember the different types of income received during the year.  As for I&D, it

is possible that the wealth questions in the notebook, especially the ones about

money in bank accounts and savings, made the respondent think more about all of

his income sources, resulting in less under-reporting of I&D.

There is an increase in the percentage of "don’t know or refusal" answers for the

I&D category with CAI, but it is stable for the other sources.  There is also an

increase in the percentage reporting I&D in the survey only when using CAI.

For SLID, the same results were cross-tabulated by the variable "path", to see if

the quality of the data was different depending on the approach taken by the

respondent.  Table 4, next, shows these results.



- 12 -

Table 4.  CAI results by approach for non-zero amounts

W&S Nbook TAX BLOCK

agreement within 5% 83.2% 85.8% 36.2%

diff. by more than 5% 11.8% 11.8% 47.2%

amount in tax only  3.4%  1.2%  4.9%

amount = Dk in survey  0.0%  0.0% 10.6%

amount in survey only    1.7%  1.2%  1.2%

UI

agreement within 5% 73.7% 80.4% 16.41%

diff. by more than 5% 15.8% 10.7% 50.0%

amount in tax only  7.9%  7.1% 14.8%

amount = DK in survey  0.0%  1.8% 18.0%

amount in survey only   2.6%  0.0%  0.8%

I&D

agreement within 5% 66.3% 70.3%  9.5%

diff. by more than 5% 16.0% 17.6% 29.3%

amount in tax only 13.1%  8.8% 36.7%

amount = DK in survey  0.0%  1.1% 15.7%

amount in survey only   4.6%  2.2%  8.8%

It becomes evident that the notebook and tax approaches yield better results than

the block approach.  This is probably because people who are willing to take the
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time to fill in their notebook use their tax form when doing so.  On the contrary,

people who do not have access to their tax documents give more approximate

amounts, and probably forget some items.  In fact, a study was done comparing

people who used the three different approaches.  It showed that people who went

through the notebook or tax approach reported more income sources than people

who went through the block approach.  

The results from Table 4 show very good agreement between the survey and tax

data for the notebook and tax approaches.  Also, the percentage giving no amount

in the survey for a particular source, but having an amount on their tax file is much

higher among those who go through the block approach.

The next table is similar to Table 4, but it relates to people with a flag indicating

the presence of absence of income from W&S or UI.  Thus, we kept only people

who were respondent to the labour interview, which is where the flags come from.

Table 5.  Distribution of amounts by presence or absence of flag

W&S Presence Absence

agreement within 5% 68.3% 7.9%

diff. by more than 5% 24.4% 1.2%

amount in tax only 1.3% 4.3%

amount = Dk in survey 3.7% 0.6%

amount in survey only 0.5% 2.1%

survey & tax = 0 1.9% 83.8%
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UI

agreement within 5% 53.9% 5.6%

diff. by more than 5% 31.4% 2.7%

amount in tax only 3.7% 2.9%

amount = Dk in survey 7.9% 1.2%

amount in survey only 0.0% 0.5%

survey & tax = 0 3.1% 87.1%

Very interesting results are shown in this table.  First, in most cases where the flag

is present (indicating that there should be an amount), an amount was generally

reported during the income interview (93.2% for W&S and 85.3% for UI,

corresponding to sum of percentages from first, second and fifth categories in the

table).  Also, when there is an amount in the survey, tax data confirms the accuracy

of the flag in almost all cases for W&S and in all cases for UI.  As well, when the

flag is present but there is no amount reported, tax data indicates in a majority of

cases that there should have been an amount (cases where there was a "don’t

know" or "refusal" answer in the survey have an amount in tax, except in one case

for UI).  In a very few cases only does it seem that the flag is present when it

should not have.  Therefore, it seems that the presence of the flag is in general a

good predictor for the presence of an amount.

On the other hand, when the flag is absent but there is an amount reported in the

income survey, tax data confirms that an amount was expected in 81.2% of the

cases for W&S and 94.3% for UI (calculated from the sum of percentages from

the first and second categories in the table, over the sum of the first, second and

fifth).  This indicates that the respondents did not report being paid workers (or UI

beneficiaries) in the labour interview when in fact they should have.  Therefore,
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there might be a need to impute the flag in such cases, as well as all the

information that goes with it in the labour interview.  As for cases where there is

no flag and no amount reported in the survey, a small percentage do have an

amount in the tax file (4.3% for W&S and 2.9% for UI).  There is no way we

could have known that an amount was expected for these cases.

We looked at the tax amounts for cases that have refused to give an amount in the

survey.  It turns out that all cases for W&S have an amount in the tax file, and all

but one case have an amount in the tax file for UI.  Hence, we can consider

imputing an amount when there is a refusal to an item.

We also looked at these results by approach to see if there were any differences in

the pattern of answers.  We noticed that even though the flag seems to help in

reporting an amount independently of the approach, the precision of the amount

varies a lot from one approach to another.  For example, among people taking the

block approach and with a W&S flag present, only 37% reported an amount that is

within 5% of the amount from the tax file.  For the notebook and tax approaches,

this percentage is around 85%.  The same effect is observed with people for whom

a UI flag is present.

5. RECOMMENDATIONS

The implementation of surveys using CAI is still fairly new at Statistics Canada and

a lot more has to be tested before firm conclusions can be made.  Because proper

tests could not be done between P&P and CAI, the drawn conclusions are limited

and certain effects may be confounded.  However, the experience gained by this



- 16 -

test allowed us to make certain decisions that have an impact on the design that

will be implemented for production.

There is definitely a data quality difference depending on how people get to report

their data.

People who used the notebook or tax approach gave better quality data.  It is not

clear however if the three different approaches programmed to accommodate

respondents and interviewers has helped a lot.  For P&P, it is usually estimated for

income surveys that 40% of people fill in a questionnaire before hand (the

equivalent of the notebook approach).  Therefore, the improvement in data quality

obtained through CAI may be partially due to the fact that, because a "tax driven"

application was specified, it motivated interviewers to ask respondents to refer to

their tax documents.

Even if data quality seems to be better with the notebook or tax approach, only

one application will be programmed in production, which is similar to the

notebook approach.  There are a number of reasons for that: first, to simplify the

collection instrument as much as possible for interviewers, and second, because

response rates were much lower with the CAI test than what is usually observed

with P&P for income surveys.

Lower response rate could be due to the fact that to get income sources similar to

tax meant that they had to be broken down.  At the same time, we also tried to

collect wealth data in the test.  The combination of the two meant a number of

questions two times bigger for the CAI application than for the P&P interview.  It

is felt that reducing the number of questions will probably bring the response rate

up.  However, since the tax approach gave good results in terms of data quality,
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interviewers should be trained to encourage respondents to use records whenever

possible.

Dependent interviewing was introduced by setting flags in the computer

environment.  The January interview collects detailed labour information and for

five income sources, a flag  can be derived to indicate whether an amount should

be expected.  When the income survey was conducted, if no amount was entered

for those fields, the flag triggered an edit to ask the respondent if the item had been

forgotten.  Analysis of the flags showed that: 

i) when a flag was set to true (i.e. an amount was expected), in 96% of the

times and more an amount was reported, or marked as Don’t Know.  This

decreased a lot the proportion of cases where no amount was reported in

the survey but an amount was reported in tax.  When the flag was set but

no amount was reported, half of the time it looked like the flag was set by

error (there was no amount on the tax file). 

ii) when the flag was set to false (which meant that nothing in January led us

to believe that an amount should be expected), when an amount was

reported for that source, the tax data seemed to indicate that we should

believe the amount (there was also an amount reported on the tax form).

iii) even if reporting of items have improved with the addition of the flags,

there are still some data quality issues for the amounts for respondents who

were interviewed through the block approach.  The amounts are often

rounded or a don’t know to the amount is given.
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Hence, the application used in production will use the flags to help the interview. 

As for data quality, we plan on continuing our evaluation of the test data, as well

as doing evaluation on a continual basis.


